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NEPINAHWH

To mpoBAnua tng emhoyng UeTABANTWY Umopel va 0ploTel wg N avakaAludn evog
€AAXLOTOU UTTOCUVOAOU TwV LeTaPANTWY eLl06S0U Tou eivat BEATLIoTA TPOPAETTTLKO yLa
karmowa petaBAnty evdiadépovioc. H emloyr) petafAntwv  ouvnbiletal va
XPNOLUOTOLELTAL 0€ AVOAUCELG UNXAVIKNAEG LABnong kat eivat Bactkd epyadeio otav o
OTOX0G TNG avaAuong ival n avakaAvdn yvwonc. Auto eivat Iblaitepa onUavtko oe
TOUELS Omw¢ n poplakn BloAoyia Kot oL ETMOTAUES TNG (WG, OMOU €VOG EPEUVNTNAG
evlladEépeTal va KoTavoroeL To TPOPRANUA TTOU HEAETAEL Kal OXL amapaitnTa yla to
T(POYVWOTIKO LOVTEAO TIOU TPOKUTITEL.



H ermloyn petaBAntwy eivat SUoKoAn: €xel amodelxBel ot elval NP-okAnpn, Kat yla
QUTO Ol TIEPLOCOTEPOL aAyOpLOUOL Elval TTPOCEYYLOTIKOL yla va €lval UTIOAOYLOTLKA
anodotikol. Yrapyxouv MOAAEG SLadOPETIKEG TTPOOEYYIoELG 0TO MPOBANUA ETUAOYNG
HETABANTWY, oL omoieg SladEPouv OTO OO0 YEVIKEG lval (T.X. TL TUTIOUG SESOUEVWY
Kall LETABANTWV UITOPOUV VAL XELPLOTOUV), OTO UTIOAOYLOTIKO TOUG KOOTOG, KaBwG Kall
OTLG BewpPNTIKEG TOUG LOLOTNTEC. OL HéBodoL Bnuatikng emloyng (stepwise selection)
elval OpKETA YeVIKEG Kal PBEATIOTEG yla ML PEYAAN KoTnyopia mOavotikwy
Katavopwyv, oAl eival umoloylotikd akpiBéc. Ot péBodol mou PBaocilovtal oe
apatotnta (sparsity) (m.x. LASSO) eival umoAoyloTiKA amodOoTIKEC yla OpLOPEVA
npoPAnuata (m.x. taflvopnon kot maAlvépounon) Kat xpovoBopeg yia alAa, (r.x.
6ebopéva Xpovou) Kal €Xouv LOXUPEC BewpnTikéG eyyunoel. OL MpPoOOoEeyyioEeLg
Baolopéveg otn Bewpiag mMAnpodopiag eival UTTOAOYLOTIKA YprYOPES, aAAd OxL TG00
VEVIKEG (Xelpilovtal povo Siakpitad Sedopéva) kal pe aobevéotepeg BewpPNTLKEG
gyyunoss. M aAAn mpokAnon eival va KAlpakwBouv ot péBodol emAoyng
puetapfAntwyv yio SeSopéva peydlou OyKou, Ta Omoiot UMOPEL va TEPLEXOUV
geKaToppUpLa delypata kot petaBAntEG. OL UTIAPXOUOEG IPOOEYYIOELC €lte elval TTOAU
OpYEG, £lte £X0UV KaKA amodoon wg Mpog TNV MTPOPAETTIKA TOUC Lkavotnta. TEAOG, oL
TEPLOCOTEPEG HEBOSOL dev AapuBavouv uTIOYLV TOUG TNV TOPOUCia TTOAAATAWVY
AUOEwWV, OL OTIOLEC oUXVA UTTAPXOUV O€ Ttpayuatika dedopéva. Na mapadetyua, sival
YVWOTO WG Ta LopLakd Sedopéva ouyva epléxouv MoANATAEC AUOELS, TILBavwg Adyw
TOU TAEOVOOMOU TIOU UTIAPXEL OTO UTOKE(pEVO PBloAoylkd cuotnua. Emopévweg,
TLAPOAO TIOU O EVTOTILOHOG HLOG AUONG €lval EMApPKNG yLo ToV 0KoTto tn¢ mpoBAsdng,
Sev apkel yla tnv avakaAun yvwong. AvtiBétwe, n avadopd piag kat pévng Avong
KOlL O LOXUPLOMOG TtwG SV UTtApXOUV AAAEG AUCELG Elval TTAPATTAQVNTIKN.

Na tn OutAwpatiky epyacio €otialoupe o€ AmAnote UeBodoug emloyng
petapAntwy tomou «forward-backward» kat mpoteivoupe S1ddopeg EMEKTACELS yLa
TNV QVILLETWTION TwV Tapandvw mpokAnoswyv. EmAéEapne autn tnv katnyopla
HEBGSWV AOYyWw TWV BEWPNTIKWY OLOTATWY KAl TNG YEVIKOTNTAS TOUG. AEXVOUUE TTWG
aAyoplBuot Stadopwv katnyoplwy, 6w autol mou Bacilovial oTnv apaldTnTa, 0TN
Bewpla mAnpodopiag, otn otatlotiky 1 otn Bewpla owtidtnTag, eival e8KEC
TIEPUTTWOELS N Tpooeyyiloelg peBodwv Bnuatikng emAoynG. AuTO EMLTPEMEL TNV
HETAdpAON Kal Xprion TEXVIKWY (OTIwG QLUTEG oV MpoTeivovTtal o€ autr tn SdtatpPn)
HETAEL OladopeTikwyY Katnyoplwv oAyopiBuwv. Xtn ouvéxela, Tpoteivoupe éva
EUPLOTIKO, EUTVEUOUEVO Qmd alTLOT HovieAomoinon, yla va EMTaXUVOUUE Tov
oAyoplBuo emhoyn¢ forward-backward selection, Swatnpwvtag Tic BewpnTIKEG
LOLOTNTEC TOU. € UTTOAOYLOTIKA TIELpAATA SE(XVOUE OTL AUTO 0dnyel o€ emtayuvon
1-2 tatewv peyeboug, dlatnpwvtag mapdAAnAa tTnv MPOPAEMTIKY TOU LKAVOTATA. 2TN
OUVEXELN, EMEKTE(VOUPE TOV OAyOplOpOo yia Tic Sedopéva HeydAou Oykou,
ETUTPEMOVTAC TOU va Xelplotel dedopéva pe dekadeg ekatoppvpla delypata Kal
HETAPBANTEG. € Lo CUYKPLON HE aAyopiBpoug amod tnv dla alyoplOuLK olkoyEVELa,
Seixvoupe OTL n MPOTEWVOUEVN HEBOSOC MEPVA ONUAVIIKA TOV OVTOYWVIOUO 00OV
apopa TO XpOVO AELTOUPYLOG, EXEL TNV OLO TIPOBAETTIKA LKAVOTNTA, KOL ElvaL N Hovn
HEB0SOG Mou pmopel va teppatiosl og OAa ta cUvola Sedopévwy. EmumAgoy, o€ pla
ouykplon pe peBodouc Baotopéveg otn Bewplag mAnpodopiag, Sdeixvoupue OtL, av Kol
urmoloylotika Bpadutepn, eival oe BOéon va TMAPAYEL ONUOVTIKA KaAUtepa



TIPOYVWOTIKA HOVTEAA. TEAOG, aoxoAoUUaoTe HE TOo TPOPANUA  avakaAudng
TOAAQIMAWV AVCEWV. AgixVOUUE OTL N UTIAPXOUCA TAELVONON XAPAKTNPLOTIKWY Elval
TIAPATIAQVNTIKY OTAV UTIAPXOUV TIOAAEC AUCELG KAl TIPOTEIVOUUE HLO EVAAANAKTIKN
tafvopnon mou Aappavel umoyn tv Umapén moAAanmAwv AUCEwV. TN CUVEXELQ,
e€etaloupe aPKETOUE OPLOUOUG TNG OTATLOTIKNAG LoOSUVAULOG CUVOAWY UETABANTWY,
KaBw¢ kal peBodoug eléyyxou NG Looduvapiag ocuvolwv petapAntwv. Emetta,
TIPOTEIVOUUE MO YEVIKN AUOn yla TNV €mMéKTAon Twv PeBOSwv tumou forward-
backward yia tov evtomiopd mMOANAMAWY, OTATIOTIKA LOOSUVOUWY AUCEWV Kal
TIOPEXOULE OUVONKEG UTO TIG OToleg elval oe B€on va avakaAUPelL OAEG TIG
LloodUVaUEG AUOELG. Z€ L0l CUYKPLON HE TN HOVN eVOANQKTIKY HEB0SO pe TIg OLeC
BewpNTIKEG €yYUNOELG, SElXVOUUE OTL TOPAYEL TTOPOUOLN ATOTEAEOUATO EVW Elval
UTTOAOYLOTIKA TaXUTEPN.

EruPBAEnwy: KaBnyntng, lwavvng Toapapdivog

ABSTRACT

The problem of feature selection can be defined as identifying a minimal subset of the
input variables that is optimally predictive for an outcome variable of interest. Feature
selection is a common component in supervised machine learning pipelines, and an
essential tool when the goal of the analysis is knowledge discovery. The latter is
especially important in domains such as molecular biology and life sciences, where a
researcher is interested in understanding the problem under study and not necessarily
in the resulting predictive model.

Feature selection is challenging: it has been shown to be NP-hard, and thus most
approaches rely on approximations to solve it efficiently. There exist many different
approaches to the feature selection problem, trading off generality (e.g., what types
of data and outcomes they can handle), computational cost, and theoretical
properties of optimality. Stepwise selection methods (e.g., forward-backward
selection) are quite general and optimal for a large class of distributions, but are
computationally expensive. Sparsity-based methods (e.g., LASSO) are computationally
efficient for some problems (e.g., classification and regression) and slow for others
(e.g., time-course data), and have strong theoretical guarantees. Information
theoretic approaches are computationally fast, but not as general (they only handle
discrete data) and with weaker theoretical guarantees. Another challenge is to scale
feature selection methods to very large datasets, which may contain millions of
samples and variables. Existing approaches are either too slow or perform poorly in
terms of predictive performance. Finally, most methods do not deal with the presence
of multiple solutions to the feature selection problem, which often exist in real data.
For example, it has been shown molecular data often contain multiple solutions,
possibly due to the redundancy present in the underlying biological system. Therefore,
although identifying a single solution is adequate for predictive purposes, it is not



sufficient when the focus is on knowledge discovery. On the contrary, reporting a
single solution and claiming that there are no other solutions is misleading.

In this thesis, we focus on forward-backward selection and propose several extensions
to tackle the above challenges. Forward-backward selection was chosen because of
its theoretical properties and generality, as it is applicable to different predictive tasks
and data types. We provide a unified view of several classes of feature selection
methods, such as sparsity-based, information theoretic, statistical and causal-based
methods, and show that they are instances or approximations of stepwise selection
methods. This allows one to translate and use techniques (such as the ones proposed
in this thesis) between different approaches to the feature selection problem. Then,
we propose a heuristic inspired by causal modeling to speed-up the forward-backward
selection algorithm, while preserving its theoretical properties. In experiments we
show that this leads to a speed-up of 1-2 orders of magnitude over the standard
forward-backward selection algorithm, while retaining its predictive performance.
Afterwards, we extend the algorithm for Big Data settings, enabling it to scale to data
with tens of millions of samples and variables.

In a comparison with alternative methods from the same algorithmic family, we show
that the proposed method significantly outperforms all competitors in terms of
running time, being the only method that is able to terminate on all datasets, and
without sacrificing predictive performance. Furthermore, in a comparison with
information theoretic methods we show that, although computationally slower, it is
able to produce significantly better predictive models. Finally, we deal with the
multiple feature selection problem. We show that the existing taxonomy of features
is misleading when multiple solutions are present, and propose an alternative
taxonomy that takes multiplicity into account. Then, we consider several definitions
of statistical equivalence of feature sets, as well as methods to test for equivalence of
feature sets. Afterwards, we propose a general strategy to extend forward-backward
type methods for identifying multiple, statistically equivalent solutions. We provide
conditions under which it is able to identify all equivalent solutions. In a comparison
with the only alternative method with the same theoretical guarantees, we show that
it produces similar results while being computationally faster.
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